
Graphics Options for VDI
GPUs
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Example uses for Graphics Accelerated VDI

Media acceleration

3D viewing

Entry-level 3D Design, Geo Intelligence

Typical 3D Design, Medical Imaging, Animation, Typical Oil & Gas, 
Architectural Engineering

High-end 3D design, Scientific visualization, High-end Oil & Gas
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Accelerate productivity
For Every User, Any App
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Creative & Technical ProfessionalKnowledge Worker

Providing business users the highest level of 
experience for all their apps on any device

Uncompromised experience for professional 
graphics users allowing them to design on the go

Scalability Performance



GPUs are opening new market opportunities

– GPUs are being adopted for non-graphics 
applications 

– Windows 10 and Server 2016 are driving 
the addition of GPUs

– Office 365, Office 2013 and 2016, Skype 
for Business, Google Chrome all have 
improved scalability and enhanced user 
experience with GPUs

– Expect to see not just VDI but also Server 
Based Computing to start adopting GPUs

– New applications coming on line
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How much does a GPU help? 

– Lakeside Software SysTrack Study
– Thousands of virtual desktops with 

anonymized data
– Mixed workloads, typically Office 365, 

browsers and Skype for Business

– Windows 7 shows 5% improved 
performance with a GPU

– Windows 10 shows 42% improved 
performance with  a GPU

https://www.lakesidesoftware.com/sites/default/files/
Elevating_User_Experience_through_GPU_Acceleration.pdf
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How it Works
NVIDIA virtual GPU products deliver a GPU Experience to every Virtual Desktop

6

Server

Hypervisor

Apps and VMs

NVIDIA Graphics Drivers

NVIDIA Virtual GPU

NVIDIA Tesla GPU

NVIDIA virtualization software

CPU Only VDI With NVIDIA
Virtual GPU

Apps and VMs

Hypervisor

Server



GPU virtualization
Application drives best fit

Performance  
Density

Virtual Shared GPU (vSGA)
(Microsoft or VMware)

Virtualized GPU (vGPU)
(Citrix or VMware)

Virtual Dedicated GPU (vDGA)
(Citrix or VMware)

Media-rich or light 3D
~32 or more VMs

Mid-range 3D
~8 to 32 VMs

High-end 3D
2 to 8VMs

Hypervisor   
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GPU GPU
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GRID 
GPU. . . 
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. . .

VDI vendor’s shared 
graphics framework

NVIDIA Graphics 
driver

NVIDIA USM (driver) GPU Hypervisor GPU Memory Management
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Hypervisor
Guest VM

NVIDIA
Driver

Applications
ApplicationsApplications

NVIDIA vGPU
Internal Architecture

NVIDIA
Physical GPU

Scheduling

Virtual GPU

Graphics Video 
Decode

Video 
Encode …

Dedicated Framebuffer

Direct GPU
Access

NVIDIA
Virtual GPU

Manager

Paravirtualized

Interface

Details:  NVIDIA Grid GPU Software User Guide
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https://docs.nvidia.com/grid/latest/grid-vgpu-user-guide/


NVIDIA GRID for all “App-Driven” Use Cases

Secure, mobile, high-performance experience 
for professional graphics users

BUSINESS PC USERS

High-quality user experience for office workers, 
that scales cost-effectively

WORKSTATION USERS

9



NVIDIA GRID GPUs
How to determine the Virtual GPU Software Product

NVIDIA QUADRO vDWS

For users who want to be able 
to use remote professional 
graphics applications with full 
performance on any device, 
anywhere

– Includes an NVIDA Quadro
driver 

NVIDIA GRID vPC

For users who want a virtual 
desktop but need great user 
experience leveraging PC 
Windows applications, browsers 
and high definition video

NVIDIA GRID vAPPs

– For organizations deploying 
XenApp or other RDSH 
solutions

– Designed to deliver Windows 
applications at full 
performance

VIRTUAL APPLICATIONS

Apps

VIRTUAL WORKSTATION VIRTUAL PC
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NVIDIA vGPU Software Editions

Feature GRID vAPPs GRID vPC Quadro vDWS
Desktop Virtualization Yes Yes
RDSH App Hosting Yes Yes Yes
RDSH Desktop Hosting Yes Yes Yes
Windows Guest OS Yes Yes Yes
Linux Guest OS Yes Yes
Max. Displays 1 Four HD, Two 4K 4
Max. Resolution 1280x1024 4096x2160 (4k) 4096x2160 (4k)
NVIDIA Quadro SW Features Yes
CUDA & OpenCL Supported No Yes
GPU Pass-through Supported Yes Yes
Bare Metal Supported Yes Yes

Details:  NVIDIA Grid GPU Software User Guide
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https://docs.nvidia.com/grid/latest/grid-vgpu-user-guide/


NVIDIA – Guide with 240 applications where GPU-acceleration 
helps...

http://www.nvidia.com/object/gpu-applications.html

DCCEngineeringSciences

Command & 
Control

Gaming

FSI HealthCare Oil & Gas
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http://www.nvidia.com/object/gpu-applications.html


HPE Gen10 Servers with NVIDIA GRID to unleash VDI

Apollo 2000 (XL190r Gen10) ProLiant ML350 Gen10
ProLiant DL380 Gen10

ProLiant DL580 Gen10 

Synergy ProLiant SY480 
Graphics Workstation 

ProLiant WS460c Gen10 + Expansion

Tesla M10 / M60 / P40 / P4

PCIe

Tesla P6 / M6

MXM

Require NVIDIA GRID software license and support

Two nodes in 2U
Each node (2P, 2xP40, 2xM10) Each node (2P, 4xP40, 4xM10)

One node in 2U
(2P, 3xP40, 5x P4, 3xM60 or 3xM10)

One node in 4u
(4P, 4xP40)

Eights nodes in 10U
Each node (2P, 1xM60) or (2P, 4xM6) Six nodes in 10U

Each node (2P, 1xM60, 1xM10, 7xP6) Simplivity 380 Gen10

One node in 2U
(2P, 1xM10)
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High-end graphics compute for all your visualization needs
HPE Synergy Compute Modules with GPU options for VDI, engineering, and 
CAD workloads 

Increase infrastructure efficiency 
Run GPU workloads in the same composable infrastructure 
as other workloads  

Single MXM Form Factor
Single MXM GPU attached to mezzanine connector
NVIDIA and AMD MXM GPU options

Expansion Modules
Multi-MXM (2, 4, 6 or 7 MXM GPUs)
PCIe – 1 or 2 PCIe GPUs 
Half-Height, Double Wide

Pair with HPE Synergy 480 Compute
No physical modifications required 
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HPE Synergy 480 Gen10 
2-Socket compute with expansion module

Attached Expansion Bay if required
(for expansion form factors only)



HPE Synergy 480 Mezzanine Graphics Options

– Three options:
– NVIDIA Tesla P6
– NVIDIA Tesla M6
– NVIDIA Quadro M3000SE

– Supports bare metal and hypervisor deployments
– Windows 10
– Red Hat Enterprise Linux 6.9 or higher (NVIDIA only)
– Microsoft Windows Server 2016
– VMware vSphere and ESXi  6.5
– Citrix XenServer 7.2 

– Installs in Synergy 480 Mezzanine slot 1

– Supports NVIDIA Grid

– Supports HP, Inc. RGS, Citrix XenDesktop and XenApp 
or VMWare Horizon View
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HPE Synergy 480 Gen 10 bare metal GPU options

– Support for Windows 10, Red Hat Enterprise Linux 6.9 and 7.3 and MS Server 2016

– Bare metal only supported with the Mezz-based GPUs
– Expansion modules only support virtualized compute module

– All MXM cards are supported

– GPU is installed in Mezzanine slot 1 

Mezz 1
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Provide the highest user density in a blade form factor
High-end 3D and geophysical visualization for Synergy Gen 10

• Double width Compute plus Expansion Module
• Support for up to two, full height and length, doublewide, 300 

watt GPUs
• Support up to 128 graphics accelerated users per module with 

the Tesla M10
• Support two high-end Quadro users per module with the P6000.

PCIe Expansion Module

Synergy 480 PCIe Graphics Expansion Module

Synergy 480 Multi-MXM Graphics Expansion Module

• Double width Compute plus Expansion Module

• Support for up to seven MXM GPU cards

• Support for the D3940 Storage Module 

Multi MXM Expansion Module

Repurpose GPUs on the fly

• With OneView API seamlessly switch from display to Compute 
and back – Maximize GPU investment
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Enable VDI workloads with GPU expansion modules and options

Highest 3D Visualization density in the industry  
– 168 concurrent designers in a 10U space vs 120 for rack and 64 

for blades

Up to 5x user density compared to competitors
2017 MXM GPU options:
– NVIDIA Tesla M6 MXM 
– NVIDIA Quadro M3000SE MXM 
– AMD S7100X MXM

New expansion module for up to 2 PCIe GPUs:
– NVIDIA Quadro P6000
– NVIDIA Tesla M60 & M10

HPE NDA ONLY -- Private | Confidential | Internal Use Only 

HPE Synergy 480 PCIe Graphics Expansion Module

HPE Synergy 480 Multi-MXM Graphics Expansion Module

https://h20195.www2.hpe.com/v2/Getdocument.aspx?docname=a00016718enw

https://h20195.www2.hpe.com/v2/Getdocument.aspx?docname=a00016718enw


Experience graphics acceleration in one composable infrastructure
HPE Synergy 480 Gen10 Graphics Options 

HPE Confidential. NDA required.. 19

PCIe Expansion

− Double-wide, half-height compute 
module with GPU expander

− Supports up to 2 x 300W 10.5” length 
PCIe cards

− New architecture with improved signal 
integrity compared to its WS460 
predecessor

− x16 PCIe 3.0 to both PCI-e cards
− Requires 1 Mezzanine Pass-thru card 

(PCIe Retimer board)

Multi-MXM GPU Expansion

− Double-wide, half-height compute 
module with GPU expander

− Min 2, 4, 6 or 7 100W Type-B MXM 
Graphics cards

− Improved signal integrity, power, and 
thermal compared to its WS460 
predecessor

− x16 PCIe 3.0 to all 6 MXM cards
− Requires 2 Mezzanine Pass-thru cards 

(PCI-e Retimer boards)

MXM Mezzanine Adapter

− Single-wide, half-height compute 
module with GPU options

− Supports a single 100 W mezzanine 
card through the add-in card adapter

− Similar architecture with improved 
signal integrity compared to its WS460 
predecessor

• x16 PCIe 3.0 to the MXM card



Scaling a Synergy VDI solution 
Maximum users by application and use case

Application Physical CPU 
cores / user

RAM / user Users per 10 
RU

Senior oil and gas geophysical analysis 8 256 GB 36

Junior oil and gas wellhead petroleum engineer 4 128 GB 72

Senior 3D designer, CAD, engineering and 
simulation

2.3 64 GB 144

Junior 3D designer, CAD and engineering 1.1 32 GB 288

Knowledge worker (Office 365, Skype, etc.) 0.33 8 GB 768

Task worker (SBC delivered browser, e-mail) 0.16 4 GB 2,352
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Scaling GPUs for various users

– Different user types call for different GPU allocations

– NVIDIA and AMD offer virtualized GPUs
– Many PCIe cards have more than one GPU on board
– NVIDIA Tesla M10 has four supporting 64 users per card

– VMware ESXi/vSphere and Citrix XenServer are the 
most common hypervisors at this time

– Hyper-V is showing some adoption with Server 2016

– Some users adopting KVM for their Red Hat Linux 
users

Use Case GPU Type

Power user Dedicated NVIDIA Quadro

Graphics designer / Artist Mid-range nVIDIA Quadro

Junior engineer 2 to 4  virtual nVIDIATesla
Non-engineering power 
user 4 t0 8 virtual nVIDIA Tesla  

Knowledge worker - VDI 8 to 16 virtual nVIDIA Tesla

Task worker - VDI 16  virtual nVIDIA Tesla 

Knowledge worker App One GPU per VM

Task worker - App One GPU per VM
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Scaling CPU for VDI and application virtualization sessions

– Use up to four cores for power users
– Note that many applications are not threaded and can’t 

use more cores

– For graphics use a clock above 2.6 GHz

– Some applications consume more CPU than GPU 
resource
– Geophysical analysis is very heavy on GPU and CPU 
– 3D CAD applications tend to be heavy on CPU
– Medical and animation tend to use less CPU and more 

GPU

0 0.5 1 1.5 2 2.5 3 3.5 4 4.5

Power user

Graphics designer / Artist

Junior engineer

Non-engineering power user

Knowledge worker - VDI

Task worker - VDI

Knowledge worker -- App

Task worker - App

Physical Cores Required

U
se

 C
as

e

E5-2600 Cores Required
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Using OneView and Synergy Composer / Streamer to enhance 
compute efficiency
– GPUs are being adopted for simulation in addition to 

display
– Example:  Auto manufacturers are simulating crash tests in 

their designs long before they actually crash prototypes into 
concrete walls

– Lots of simulation examples – fluid modeling, corrosion 
modeling, etc.

– Several customers have the requirement to utilize their 
GPUs above 35% 

– Two options:
– Follow the sun with global design / engineering from the data 

center
– Use the GPU for design during the day and simulation at night

– Increases compute efficiency to over 70%

– OneView’s northbound and southbound APIs can 
facilitate repurposing GPUs on the fly

Display /
Visualization

GPU
Compute

Daytime

Night
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Things to remember

– Virtualized app delivery is a viable and efficient option
– Published desktop versus a virtual desktop

– Be sure to understand if your applications are threaded 
or monolithic

– For graphics, higher the clock the better

– High-end, dedicated GPUs for the power users

– Most users can use shared GPUs
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NVIDIA Virtual GPU software editions
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NVIDIA GRID 
Virtual Applications

NVIDIA GRID 
Virtual PC

NVIDIA Quadro 
Virtual Data 

Center Workstation

For organizations deploying 
XenApp or other RDSH 

solutions. Designed to deliver 
Windows applications at full 

performance.

For users who want a virtual 
desktop but need great user 
experience leveraging PC 

Windows applications, 
browsers and high definition 

video.

For users who want to be 
able to use remote 

professional graphics 
applications with full 

performance on any device 
anywhere.

PC Users Workstation 
Users



Introducing:
vSphere Platinum
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